Extra-bit for Chapter 4 (Poisson GLMM)

Marc Kéry, 10 July 2013

Show how to fit the model with response in a vector instead of a 2-dimensional array and also comparison of estimates between REML frequentist and Bayesian solution.

Data generation code:
data.fn <- function(nsite = 10, nyear = 40, alpha = 4.18456, beta1 = 1.90672, beta2 = 0.10852, beta3 = -1.17121, sd.site = 0.5, sd.year = 0.2){
   # nsite: Number of populations
   # nyear: Number of years
   # alpha, beta1, beta2, beta3: cubic polynomial coefficients of year
   # sd.site: standard deviation of the normal distribution assumed for the population intercepts alpha
   # sd.year: standard deviation of the normal distribution assumed for the year effects
   # We standardize the year covariate so that it runs from about –1 to 1

   # Generate data structure to hold counts and log(lambda)
   C <- log.expected.count <- array(NA, dim = c(nyear, nsite))

   # Generate covariate values
   year <- 1:nyear
   yr <- (year-20)/20	# Standardize
   site <- 1:nsite

   # Draw two sets of random effects from their respective distribution
   alpha.site <- rnorm(n = nsite, mean = alpha, sd = sd.site)
   eps.year <- rnorm(n = nyear, mean = 0, sd = sd.year)

   # Loop over populations
   for (j in 1:nsite){
      # Signal (plus first level of noise): build up systematic part of the GLM including random site and year effects
      log.expected.count[,j] <- alpha.site[j] + beta1 * yr + beta2 * yr^2 + beta3 * yr^3 + eps.year
      expected.count <- exp(log.expected.count[,j])

      # Second level of noise: generate random part of the GLM: Poisson noise around expected counts
      C[,j] <- rpois(n = nyear, lambda = expected.count)
      }

   # Plot simulated data
   matplot(year, C, type = "l", lty = 1, lwd = 2, main = "", las = 1, ylab = "Population size", xlab = "Year")

   return(list(nsite = nsite, nyear = nyear, alpha.site = alpha.site, beta1 = beta1, beta2 = beta2, beta3 = beta3, year = year, sd.site = sd.site, sd.year = sd.year, expected.count = expected.count, C = C))
   }




Get one data set
data <- data.fn(nsite = 10, nyear = 40, alpha = 4.18456, beta1 = 1.90672, beta2 = 0.10852, beta3 = -1.17121, sd.site = 0.5, sd.year = 0.2)
str(data)


Original analysis in BUGS/JAGS for the 2D data:

# Bundle data
win.data <- list(C = data$C, nsite = ncol(data$C), nyear = nrow(data$C), year = (data$year-20) / 20) # Note year standardized


# Specify model in BUGS language for data set with 2D arrays
sink("GLMM_Poisson1.txt")
cat("
model {

# Priors
for (j in 1:nsite){
   alpha[j] ~ dnorm(mu, tau.alpha)		# 4. Random site effects
   }
mu ~ dnorm(0, 0.01)				# Hyperparameter 1
tau.alpha <- 1 / (sd.alpha*sd.alpha)	# Hyperparameter 2
sd.alpha ~ dunif(0, 2)
for (p in 1:3){
   beta[p] ~ dnorm(0, 0.01)
   }

tau.year <- 1 / (sd.year*sd.year)
sd.year ~ dunif(0, 1)				# Hyperparameter 3

# Likelihood
for (i in 1:nyear){
   eps[i] ~ dnorm(0, tau.year)            # 4. Random year effects
   for (j in 1:nsite){
      C[i,j] ~ dpois(lambda[i,j])         # 1. Distribution for random part
      lambda[i,j] <- exp(log.lambda[i,j]) # 2. Link function
      log.lambda[i,j] <- alpha[j] + beta[1] * year[i] + beta[2] * pow(year[i],2) + beta[3] * pow(year[i],3) + eps[i]    # 3. Linear predictor including random site and random year effects
      }  #j
   }  #i
}
",fill = TRUE)
sink()



# Initial values
inits <- function() list(mu = runif(1, 0, 2), alpha = runif(data$nsite, -1, 1), beta = runif(3, -1, 1), sd.alpha = runif(1, 0, 0.1), sd.year = runif(1, 0, 0.1))

# Parameters monitored (may want to add "lambda")
params <- c("mu", "alpha", "beta", "sd.alpha", "sd.year")

# MCMC settings (may have to adapt)
ni <- 100000   ;   nt <- 50   ;   nb <- 50000   ;   nc <- 3

# Call WinBUGS from R (BRT 9.12 min) and summarize posteriors
out1 <- bugs(win.data, inits, params, "GLMM_Poisson1.txt", n.chains = nc, 
n.thin = nt, n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir, working.directory = getwd())
print(out1, dig = 2)
> print(out1, dig = 2)
Inference for Bugs model at "GLMM_Poisson1.txt", fit using WinBUGS,
 3 chains, each with 1e+05 iterations (first 50000 discarded), n.thin = 50
 n.sims = 3000 iterations saved
             mean   sd    2.5%     25%     50%     75%   97.5% Rhat n.eff
mu           4.19 0.20    3.78    4.06    4.19    4.32    4.59 1.00  3000
alpha[1]     4.42 0.06    4.30    4.38    4.42    4.46    4.54 1.02   220
alpha[2]     3.60 0.06    3.48    3.56    3.60    3.64    3.73 1.01   260
alpha[3]     4.46 0.06    4.34    4.42    4.46    4.50    4.57 1.01   250
alpha[4]     4.38 0.06    4.27    4.35    4.38    4.42    4.50 1.01   280
alpha[5]     4.65 0.06    4.53    4.61    4.65    4.68    4.76 1.02   200
alpha[6]     4.42 0.06    4.31    4.38    4.42    4.46    4.54 1.02   210
alpha[7]     3.98 0.06    3.87    3.94    3.98    4.02    4.10 1.02   190
alpha[8]     3.48 0.06    3.36    3.44    3.48    3.52    3.60 1.02   210
alpha[9]     4.97 0.06    4.86    4.94    4.97    5.01    5.09 1.01   210
alpha[10]    3.63 0.06    3.52    3.59    3.63    3.67    3.75 1.01   310
beta[1]      1.94 0.17    1.59    1.84    1.95    2.06    2.26 1.00   660
beta[2]      0.09 0.13   -0.17    0.01    0.10    0.18    0.35 1.02   240
beta[3]     -1.20 0.26   -1.71   -1.38   -1.21   -1.04   -0.64 1.01   380
sd.alpha     0.59 0.17    0.36    0.47    0.55    0.66    0.99 1.00  3000
sd.year      0.23 0.03    0.19    0.21    0.23    0.25    0.30 1.00  3000
deviance  2898.74 9.78 2881.00 2892.00 2898.00 2905.00 2919.00 1.00  2500

For each parameter, n.eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor (at convergence, Rhat=1).

DIC info (using the rule, pD = Dbar-Dhat)
pD = 47.9 and DIC = 2946.7
DIC is an estimate of expected predictive error (lower deviance is better).


# Call JAGS from R (ART 5.72 min) and summarize posteriors
system.time(
   out1J <- jags(win.data, inits, params, "GLMM_Poisson1.txt", n.chains = nc, 
n.thin = nt, n.iter = ni, n.burnin = nb)
   )
print(out1J, dig = 2)
> print(out1J, dig = 2)
Inference for Bugs model at "GLMM_Poisson1.txt", fit using jags,
 3 chains, each with 1e+05 iterations (first 50000 discarded), n.thin = 50
 n.sims = 3000 iterations saved
          mu.vect sd.vect    2.5%     25%     50%     75%   97.5% Rhat n.eff
alpha[1]     4.42    0.06    4.31    4.38    4.42    4.46    4.54    1  3000
alpha[2]     3.61    0.06    3.49    3.56    3.61    3.65    3.73    1  3000
alpha[3]     4.46    0.06    4.35    4.42    4.46    4.50    4.58    1  3000
alpha[4]     4.39    0.06    4.27    4.35    4.39    4.43    4.51    1  3000
alpha[5]     4.65    0.06    4.54    4.61    4.65    4.69    4.77    1  3000
alpha[6]     4.43    0.06    4.31    4.39    4.43    4.47    4.55    1  3000
alpha[7]     3.99    0.06    3.87    3.95    3.99    4.03    4.11    1  3000
alpha[8]     3.48    0.06    3.36    3.44    3.48    3.52    3.60    1  3000
alpha[9]     4.98    0.06    4.87    4.94    4.98    5.02    5.10    1  3000
alpha[10]    3.64    0.06    3.52    3.60    3.64    3.68    3.76    1  3000
beta[1]      1.92    0.17    1.59    1.81    1.92    2.02    2.25    1  3000
beta[2]      0.08    0.13   -0.18    0.00    0.08    0.17    0.33    1  3000
beta[3]     -1.16    0.25   -1.67   -1.33   -1.16   -1.00   -0.65    1  2300
mu           4.21    0.20    3.80    4.08    4.21    4.33    4.62    1  3000
sd.alpha     0.58    0.16    0.35    0.47    0.55    0.67    1.00    1  3000
sd.year      0.23    0.03    0.19    0.21    0.23    0.25    0.30    1  3000
deviance  2898.55   10.02 2881.12 2891.53 2897.66 2904.88 2920.32    1  3000

For each parameter, n.eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor (at convergence, Rhat=1).

DIC info (using the rule, pD = var(deviance)/2)
pD = 50.3 and DIC = 2948.8
DIC is an estimate of expected predictive error (lower deviance is better).





New analysis in BUGS/JAGS for the vectorized data:

Restructure the response data into a vector:
cvec <- c(data$C)
yr <- rep(1:40, 10)
site <- rep(1:10, each = 40)
cbind(cvec, yr, site)

# Bundle data
win.data <- list(C = cvec, site = site, year.cov = (yr-20) / 20, year.fac = yr, nsite = max(site), nyear = max(yr), n = max(site) * max(yr)) # Note year standardized


# Specify model in BUGS language for vectorized data set
sink("GLMM_Poisson2.txt")
cat("
model {

# Priors
for (j in 1:nsite){
   alpha[j] ~ dnorm(mu, tau.alpha)		# 4. Random site effects
   }
mu ~ dnorm(0, 0.01)				# Hyperparameter 1
tau.alpha <- 1 / (sd.alpha*sd.alpha)	# Hyperparameter 2
sd.alpha ~ dunif(0, 2)

for (p in 1:3){
   beta[p] ~ dnorm(0, 0.01)
   }

for (j in 1:nyear){
   eps[j] ~ dnorm(0, tau.year)            # 4. Random year effects
   }
tau.year <- 1 / (sd.year*sd.year)
sd.year ~ dunif(0, 1)				# Hyperparameter 3

# Likelihood
for (i in 1:n){
   C[i] ~ dpois(lambda[i])                # 1. Distribution for random part
      lambda[i] <- exp(log.lambda[i])     # 2. Link function
      log.lambda[i] <- alpha[site[i]] + beta[1] * year.cov[i] + beta[2] * pow(year.cov [i],2) + beta[3] * pow(year.cov [i],3) + eps[year.fac[i]]
# 3. Linear predictor including random site and random year effects
   }  #i
}
",fill = TRUE)
sink()


# Initial values
inits <- function() list(mu = runif(1, 0, 2), alpha = runif(data$nsite, -1, 1), beta = runif(3, -1, 1), sd.alpha = runif(1, 0, 0.1), sd.year = runif(1, 0, 0.1))

# Parameters monitored (may want to add "lambda")
params <- c("mu", "alpha", "beta", "sd.alpha", "sd.year")

# MCMC settings (may have to adapt)
ni <- 100000   ;   nt <- 50   ;   nb <- 50000   ;   nc <- 3

# Call WinBUGS from R (ART 9.05 min) and summarize posteriors
out2 <- bugs(win.data, inits, params, "GLMM_Poisson2.txt", n.chains = nc, 
n.thin = nt, n.iter = ni, n.burnin = nb, debug = TRUE, bugs.directory = bugs.dir, working.directory = getwd())
print(out2, dig = 2)

> print(out2, dig = 2)
Inference for Bugs model at "GLMM_Poisson2.txt", fit using WinBUGS,
 3 chains, each with 1e+05 iterations (first 50000 discarded), n.thin = 50
 n.sims = 3000 iterations saved
             mean   sd    2.5%     25%     50%     75%   97.5% Rhat n.eff
mu           4.20 0.20    3.80    4.08    4.20    4.32    4.59 1.00  3000
alpha[1]     4.42 0.06    4.31    4.38    4.42    4.46    4.53 1.00  1200
alpha[2]     3.60 0.06    3.49    3.56    3.60    3.64    3.72 1.00  3000
alpha[3]     4.46 0.06    4.34    4.42    4.46    4.50    4.57 1.00  2800
alpha[4]     4.39 0.06    4.28    4.35    4.39    4.42    4.50 1.00   990
alpha[5]     4.65 0.06    4.54    4.61    4.65    4.69    4.76 1.00  1000
alpha[6]     4.43 0.06    4.31    4.39    4.43    4.46    4.54 1.00  1100
alpha[7]     3.99 0.06    3.87    3.95    3.98    4.03    4.10 1.00  1100
alpha[8]     3.48 0.06    3.36    3.44    3.48    3.52    3.59 1.00  1700
alpha[9]     4.98 0.06    4.87    4.94    4.98    5.01    5.09 1.00  1000
alpha[10]    3.64 0.06    3.52    3.60    3.64    3.67    3.75 1.00  1400
beta[1]      1.88 0.15    1.58    1.78    1.88    1.98    2.16 1.00   500
beta[2]      0.08 0.13   -0.17   -0.01    0.08    0.17    0.34 1.01   620
beta[3]     -1.11 0.22   -1.53   -1.26   -1.11   -0.97   -0.64 1.01   310
sd.alpha     0.59 0.18    0.36    0.47    0.55    0.67    1.02 1.00  3000
sd.year      0.23 0.03    0.19    0.21    0.23    0.25    0.30 1.00  1000
deviance  2898.84 9.77 2881.00 2892.00 2898.00 2905.00 2920.00 1.00  1100

For each parameter, n.eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor (at convergence, Rhat=1).

DIC info (using the rule, pD = Dbar-Dhat)
pD = 48.1 and DIC = 2946.9
DIC is an estimate of expected predictive error (lower deviance is better).

# Call JAGS from R (ART 5.76 min) and summarize posteriors
system.time(
   out2J <- jags(win.data, inits, params, "GLMM_Poisson2.txt", n.chains = nc, 
n.thin = nt, n.iter = ni, n.burnin = nb)
   )
print(out2J, dig = 2)
> print(out2J, dig = 2)
Inference for Bugs model at "GLMM_Poisson2.txt", fit using jags,
 3 chains, each with 1e+05 iterations (first 50000 discarded), n.thin = 50
 n.sims = 3000 iterations saved
          mu.vect sd.vect    2.5%     25%     50%     75%   97.5% Rhat n.eff
alpha[1]     4.42    0.06    4.30    4.38    4.42    4.46    4.54    1  3000
alpha[2]     3.61    0.06    3.48    3.56    3.61    3.65    3.72    1  3000
alpha[3]     4.46    0.06    4.34    4.42    4.46    4.50    4.58    1  2500
alpha[4]     4.39    0.06    4.27    4.35    4.39    4.43    4.51    1  2600
alpha[5]     4.65    0.06    4.53    4.61    4.65    4.69    4.77    1  2500
alpha[6]     4.43    0.06    4.31    4.39    4.43    4.46    4.54    1  2300
alpha[7]     3.99    0.06    3.86    3.95    3.99    4.03    4.10    1  1500
alpha[8]     3.48    0.06    3.36    3.44    3.48    3.52    3.61    1  3000
alpha[9]     4.98    0.06    4.86    4.94    4.98    5.02    5.09    1  3000
alpha[10]    3.64    0.06    3.52    3.60    3.64    3.68    3.76    1  2200
beta[1]      1.92    0.16    1.60    1.82    1.92    2.03    2.24    1  3000
beta[2]      0.08    0.13   -0.18   -0.01    0.08    0.16    0.34    1  1700
beta[3]     -1.17    0.25   -1.66   -1.33   -1.18   -1.00   -0.69    1  1700
mu           4.20    0.20    3.80    4.08    4.20    4.32    4.60    1  1900
sd.alpha     0.59    0.17    0.36    0.47    0.56    0.67    1.02    1  3000
sd.year      0.23    0.03    0.18    0.21    0.23    0.25    0.30    1  3000
deviance  2898.88    9.80 2881.61 2892.00 2898.18 2904.79 2920.06    1  3000

For each parameter, n.eff is a crude measure of effective sample size,
and Rhat is the potential scale reduction factor (at convergence, Rhat=1).

DIC info (using the rule, pD = var(deviance)/2)
pD = 48.0 and DIC = 2946.9
DIC is an estimate of expected predictive error (lower deviance is better).

# Fit same model using restricted maximum likelihood (function lmer in package lme4)
library(lme4)
year.cov = (yr-20) / 20
(fm <- lmer(cvec ~  year.cov + I(year.cov^2)+ I(year.cov^3) + (1|factor(yr)) + (1|factor(site)), family = poisson))
ranef(fm)     # Does not work ...

Generalized linear mixed model fit by the Laplace approximation 
Formula: cvec ~ year.cov + I(year.cov^2) + I(year.cov^3) + (1 | factor(yr)) +      (1 | factor(site)) 
 AIC   BIC logLik deviance
 688 711.9   -338      676
Random effects:
 Groups       Name        Variance Std.Dev.
 factor(yr)   (Intercept) 0.046989 0.21677 
 factor(site) (Intercept) 0.225645 0.47502 
Number of obs: 400, groups: factor(yr), 40; factor(site), 10

Fixed effects:
              Estimate Std. Error z value Pr(>|z|)    
(Intercept)    4.20367    0.15911  26.420  < 2e-16 ***
year.cov       1.92228    0.15107  12.725  < 2e-16 ***
I(year.cov^2)  0.08185    0.11874   0.689    0.491    
I(year.cov^3) -1.17097    0.23179  -5.052 4.38e-07 ***
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Correlation of Fixed Effects:
            (Intr) yer.cv I(.^2)
year.cov    -0.019              
I(yer.cv^2) -0.245  0.103       
[bookmark: _GoBack]I(yer.cv^3)  0.026 -0.915 -0.161
